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Abstract 
 

Protecting critical infrastructures, such as electrical 
power grids, has become a significant concern for many 
nation states in recent years. Increasing attention is being 
given to the problem of infrastructure modeling, in order 
to help identify and redress potential vulnerabilities. 
Understanding critical infrastructure behavior involves 
modeling not only individual infrastructures, but also the 
dependencies that can exist across related infrastructures. 
Our research adopts a multi-dimensional approach to 
critical infrastructure modeling that employs Cougaar as 
the central architecture for agent-based integration of 
heterogeneous modeling knowledge, both within and 
more importantly across infrastructures. This paper 
presents an overview of our research, describes the 
integration of Cougaar in the overall modeling 
environment under development, and outlines our 
experiences with Cougaar in the development process. 
 
1. Introduction 
 

Protecting critical infrastructures, such as electrical 
power grids, has become a significant concern for many 
nation states in recent years. Critical infrastructures 
involve multi-dimensional, highly complex collections of 
technologies, processes, and people, making them 
vulnerable to potentially catastrophic failures on many 
levels. Moreover, cross-infrastructure dependencies can 
lead to cascading and escalating failures across multiple 
infrastructures. A striking recent example can be seen in 

the August 2003 blackout across the northeastern U.S. and 
eastern Canada. A series of unintentional events gave rise 
to a loss of power for millions of businesses and homes. 
Furthermore, failure in the electrical power infrastructure 
had serious impacts on other critical infrastructures. For 
example, the loss of power also led to a loss of water in 
many communities, as water systems depend heavily on 
power to operate the pumping systems that deliver water 
for consumption. 

The goal of our research is to help protect critical 
infrastructures by modeling infrastructure behavior in 
order to identify potential vulnerabilities. In order to meet 
this goal, we are developing innovative approaches to 
critical infrastructure modeling, with particular emphasis 
on analyzing the impact of cross-infrastructure 
dependencies. A central part of this modeling task 
involves the coordination of potentially heterogeneous 
behavior models for individual infrastructures. Thus, the 
modeling environment needs to provide flexibility, 
scalability, and extensibility in incorporating individual 
infrastructure models, as well as models of the 
relationships between infrastructures. In order to meet 
these requirements, we are developing an agent-based 
approach that employs Cougaar [28] as the central 
architecture for agent-based integration of heterogeneous 
modeling knowledge, both within and, more importantly, 
across infrastructures. Our work couples Cougaar with 
infrastructure behavioral models and Geographic 
Information Systems and Technology (GI S&T) in order 
to provide a complete modeling and simulation 
environment. 

This paper presents an overview of our research and 
development using Cougaar for critical infrastructure 
modeling. We begin in Section 2 with background 
information on critical infrastructure modeling and 
Cougaar. Section 3 recounts some of our experiences in 
developing with Cougaar,  explains the architecture of the 
modeling environment under development, and describes 



the role that Cougaar plays in the overall system 
architecture. Section 4 illustrates how Cougaar agents 
support modeling in cross-infrastructure analysis. The 
paper concludes with a description of future work. 
 
2. Background 
 

The problem of understanding the behavior of critical 
infrastructures and their interdependence is an integral 
part of many well-established disciplines, such as urban 
and regional planning, civil and environmental 
engineering, operations research, landscape architecture, 
and emergency management [15]. More recently, as a key 
area of inquiry, this problem is receiving increasing 
attention from the emerging field of Geographic 
Information Science and Technology (GI S&T) [26, 29]. 

Researchers in the GI S&T community like Getis [9] 
and Sinton [26] have advocated a multi-dimensional 
approach to the study of behavior and spatial 
interdependence of critical infrastructures. Instead of 
“divide-and-conquer,”  they suggest a strategy that 
combines strengths of three intellectual streams of inquiry 
and investigates the matter of interdependence from all 
three vantage points. The first stream of inquiry, called 
spatial data analysis (SDA) [6, 13], examines 
interdependencies among critical infrastructures with tools 
from statistics and economics. The second approach is to 
use traditional map overlay methods for spatial data 
aggregation in GI S&T environments [4, 10, 11]. The 
third approach is to use rule-based inference engines, 
usually fueled by human expert knowledge, in the 
delineation and manipulation of interdependence [12, 31]. 
Despite some genuine efforts [1, 7, 9, 20], progress on a 
multi-dimensional approach has yet to meet the advocates’  
expectations. The status quo is exemplified by some most 
recent publications in which little if any multi-dimensional 
results were reported [18, 32]. 

In this paper, we present a multi-dimensional approach 
to the study of interdependences among critical 
infrastructure layers. Drawing upon the strengths from the 
three intellectual domains mentioned above, our approach 
first studies the functional links among different 
components within each individual infrastructure layer. 
The knowledge gained from this stage about the intra-
layer interactions then becomes the foundation for the 
study of inter-layer interactions. At both stages, 
geographic information systems and spatial statistics play 
a pivotal role in analysis and modeling. The bottle-neck 
issue of infrastructure data unavailability is addressed 
through a human expert approach to data mining. The 
spatial and temporal aspects of interdependencies among 
the infrastructure layers are handled through the use of 
geographic information systems. The approach is being 

tested and refined at a municipal level. However, it has the 
potential to be applied to other levels. 

The problem described in this paper is multi-
dimensional with interactions at varying levels of 
abstraction. The ability of Cougaar [14, 16] to support 
both parallel mechanisms tailored to different abstraction 
levels and coordination mechanisms that allow balanced 
resource usage makes it a natural choice for our agent-
based solution. Cougaar is a Java™ based agent 
architecture for large-scale distributed multi-agent 
systems. It is designed to support tightly coupled members 
effectively using a hybrid of shared-memory blackboard 
interactions and loosely coupled members using 
distributed message passing.  

Plugins, agents, and communities are three types of 
interaction models supported by Cougaar [28]. A plugin is 
a tightly coupled, atomic, small scale, business logic 
application. An agent is a loosely coupled set of plugins 
with a distinct identity and a capability of communicating 
directly with other agents. A community is a named, 
addressable group of agents.  

A membership-transactional blackboard is the core 
component of each agent. The blackboard is a local 
memory-store that supports publish/subscribe semantics.   
The blackboard abstracts the message transport from the 
plugins.. Logic providers (LPs) as well as services and 
components are examples of intermediate abstractions that 
allow the aggregation of plugins within agents in Cougaar. 
LPs interface applications to one other and to the 
blackboard level messaging system. Services and 
components hold the system together and act at all sub-
agent levels.  
 
3. Our Approach 
 

In this section, we present our approach to 
infrastructure and cross-infrastructure modeling and 
simulation. Fundamentally, the problem of enabling cross-
infrastructure simulations is one of proper integration of 
individual critical infrastructure behavior models. 
Different approaches were considered regarding how to 
perform this integration. The approaches and the problem 
of integration can be considered along two dimensions: 
the level of integration and the methodology of 
integration. Linthicum describes the problem of 
integration [17] in terms of four levels: data level, 
application interface level, method (i.e., business process) 
level, and the user interface level. These levels represent 
common practices of enterprise integration.  

Data level integration is a bottom-up approach that 
creates “ integration awareness”  at the data level by 
extending data models to include integration data. For 
example, infrastructure models are extended to include 
explicit infrastructure interdependency data. Application 



level integration creates “ integration awareness”  at the 
application level, which in our case refers to the 
infrastructure models. At this level, behavioral analysis 
constructs for each infrastructure are adapted to recognize 
and interact with other infrastructures. Method level 
integration develops “ integration awareness”  external to 
the infrastructure models - that is, infrastructure models 
remain unaware of one another. This cross-infrastructure 
awareness is encapsulated and managed at a level above 
the infrastructures. The final level of integration creates 
“ integration awareness”  at the user interface level. This 
level of integration, through techniques such as “screen 
scraping,”  is often used to integrate legacy systems. In our 
work, we need to draw on a potentially diverse set of 
individual infrastructure models, which has led us to adopt 
a method level approach. 

The methodology dimension of integration refers to the 
method by which integration occurs given an integration 
level. Integration methodologies may be partitioned into 
two categories: peer-to-peer integration and brokered 
integration. Peer-to-peer integration is most common and 
effective for data and application level integration. These 
methodologies essentially support fire-and-forget or 
request-response remote procedure calls among 
applications. Brokered integration is most common and 
effective for method level integration. Different 
approaches to brokered integration include agent-based 
integration and workflow-based integration. Each of these 
approaches depends upon meta-knowledge to enable the 
integration. Agent-based integration utilizes contextual 
meta-knowledge represented in the form of facts and rules 
while workflow-based integration utilizes procedural 
knowledge represented in the form of process models. 
Because user interface level integration is a technique for 
opening up legacy systems, this level may participate 
equally within both methodology categories. In our work, 
the focus on cross-infrastructure interaction has led us to 
adopt a brokered approach (see Table 1). 

Table 1. Level and methodology of integration 

 Peer-to-peer Brokered 
Data X  
Application X  
Method  X 
User Interface X X 

In particular, our approach to integrating critical 
infrastructures for the purpose of cross-infrastructure 
modeling and simulation utilizes an intelligent agent-
based, brokered methodology designed for method level 
integration. The following sections detail and motivate our 
design choices and present our architecture for agent-
based critical infrastructure integration. 
 

3.1 Intelligent software agents for  integration 
modeling and simulation 

In order to ground the discussion of our agent-based 
approach, we first clarify the notion of agents as employed 
in our research. The term software agent, though 
commonplace, does not have a common definition. Many 
definitions have been proposed, often reflecting the 
purpose(s) of their application. Our preferred definition is 
an adaptation of Weiss [30] and Franklin and Graesser 
[8].  

Definition 1. A software agent is an autonomous 
program, or program component, that is situated 
within, aware of, and acts upon its environment in 
pursuit of its own objectives so as to affect its 
future environment. 

Software agents can be further categorized, according 
to Weiss [30], by their degree of autonomy and 
intelligence, and the type of environment within which 
they may be situated. Autonomy refers to an agent’s 
ability to sense and act upon its environment without 
intervention (e.g., human intervention) - the more 
autonomous an agent, the less need for intervention. 
Intelligence refers to an agent’s ability to be reactive, 
proactive, and social (i.e., converse with other agents). 
Agent environments are characterized based on issues of 
accessibility, determinism, dynamism, continuity, and 
their episodic nature (i.e., whether agents must consider 
past and future actions when reasoning about current 
actions). These environment characteristics shape an 
agent’s required capabilities.  

Our decision to utilize intelligent software agents to 
support critical infrastructure integration, modeling, and 
simulation is based primarily on three motivating factors. 
First, we examined the types of critical infrastructure 
models we desired to integrate. It was clear from this 
examination that neither data nor application level 
integration would provide the appropriate level of 
extensibility and scalability that our modeling and 
simulation environment requires. Data and application 
level integration could be accomplished for specific 
infrastructure models that are well-scoped and fully 
populated.  However, we desire an ability to perform 
simulations across multiple, potentially sparse 
infrastructure models. As such, method level integration, 
and therefore brokered integration, is the most promising 
approach. 

Second, we examined the meta-knowledge necessary to 
support cross-infrastructure simulations. This examination 
focused on the contextual versus procedural 
characteristics of the meta-knowledge and revealed that 
infrastructure interdependency data are highly contextual. 
Our conclusion is further supported by the contention that 
agent-based systems are a promising approach to 



modeling complex adaptive systems [24]. Consequently, 
we capture meta-knowledge using a rule-based, 
declarative approach rather than a procedural 
representation such as hierarchical state transition 
diagrams or Petri nets.  

Third, we examined the desired simulations. This 
examination revealed a strong need for multiple types of 
simulations. We organize these simulation types along the 
following three dimensions of analyses. Each has been 
shown to be supported effectively by agent-based 
solutions. The nature of these analyses also suggests an 
agent design that embodies a strong notion of intelligence 
as previously described. 
1. Predictive (“what if” ) and prescriptive (“goal-
driven”) analyses - these types of analyses are 
complementary and often used simultaneously. They are 
used during simulations to determine the consequences of 
vulnerability exploitation or if there are vulnerabilities 
that might lead to an undesirable outcome. [5, 21, 22, 25] 
2. Discovery based analyses - these types of analyses 
examine infrastructure models and the supporting meta-
knowledge to discover new knowledge (e.g., uncover 
unidentified infrastructure interdependencies) and identify 
data set inconsistencies. [19, 27] 
3. Probabilistic analyses - these types of analyses 
introduce variability into simulations in order to provide 
better approximations of infrastructure behavior. [3, 23] 

Thus, in order to best address the problem of critical 
infrastructure integration, modeling, and simulation, we 
are developing an intelligent agent-based system that 
provides a brokered methodology for method level 
integration. This system will afford a better understanding 
of critical infrastructure vulnerabilities, particularly those 
due to cross-infrastructure dependencies, as a means to 
provide better protection to a nation’s critical 
infrastructures. In the following, we provide a summary of 
our Cougaar development experiences and an overview of 
our system architecture. 
 
3.2 Cougaar  Development Exper iences 

 
The application of Cougaar to the problem of modeling 

and simulating integrated critical infrastructures required 
us to make several important design decisions. First,  
agents in our system are stateless and are uniquely 
identified by their name. This allows us to reuse classes 
without initialization parameters. Everything required by 
an agent to perform its function is included in the 
messages it receives. 
   Second, we separate agents into two types, infrastructure 
agents and mediation agents. Both agent types utilize the 
Cougaar architecture by leveraging multiple behavior 
model plug-ins. Each plug-in uses rules within our meta-
knowledge registry to determine whether it can and/or 

should respond to an event message. If a plug-in responds 
to a message, it again uses the meta-knowledge repository 
to determine what behavior it should manifest. Currently, 
we publish, almost exclusively, specialized relay messages 
to the blackboard to facilitate transparent peer-to-peer 
agent communications. 

Third, we developed a PluginHelper class, a distinct 
instance of which is utilized by each plug-in, to facilitate 
code re-use independent of plug-in implementation. The 
PluginHelper automatically sets up subscription 
processing with a common predicate and processes all 
relay messages by delegating messages either to methods 
on the target plug-in via reflection or to response handlers 
in the source plugin. The PluginHelper also provides 
access to common services such as the BlackboardService 
and Logger. 

Response handlers, logic that implements the 
ResponseHandler interface, are executed by source plug-
ins upon successful and unsuccessful processing of relay 
messages by target plug-ins. Such handlers are frequently 
implemented as anonymous Java™ Inner Classes. This 
technique improves code readability, as response handling 
occurs inline to the message sending code and thereby 
gives the appearance of traditional procedural 
programming to asynchronous programming. 

Although Cougaar supports a blackboard servlet 
component that can be used to develop a servlet plug-in 
easily, there was no simple way to implement a web 
service plug-in. As such, we created an extensible generic 
web service plug-in that does not rely on WSDL. Instead, 
it uses the operation name and parameter types in the 
incoming SOAP envelope in conjunction with Java™ 
reflection to delegate the web service operation 
automatically to the corresponding method implemented 
on the extended web service plug-in.  The web service 
plug-in includes a SOAP message trace/playback 
capability that is useful both for logging and for 
reproducing a simulation for debugging purposes. 
 
3.3. Modeling and simulation architecture 
 

The architecture of our modeling and simulation 
environment (see Figure 1) is designed to allow end users 
to execute simulations seamlessly within the context of a 
GIS environment. Users initiate simulations by selecting 
and disabling infrastructure features and then viewing the 
impacts of those actions through the GIS visualization 
support. 

In order to support cross-infrastructure simulations, we 
have developed a community of intelligent software 
agents that register interest in the critical infrastructure 
models of concern. These agents collectively sense 
changes within infrastructures, reason about the changes 
using meta-knowledge that includes cross-infrastructure 
dependency data, communicate within the community of 



agents, and based upon the outcome of the collective 
reasoning, potentially affect change back to and across the 
infrastructures of concern.  
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Figure 1. Modeling and simulation architecture 

Currently, two types of change may be affected by the 
agents. First, agents, having sensed an infrastructure state 
change (e.g., a transmission line has failed due to contact 
with a tree branch), may reason about the impacts of this 
event upon all infrastructures based upon the meta-

knowledge available and affect changes in state within and 
across infrastructures. Second, agents, having sensed 
change, may utilize GIS supported network analyses to 
reason about and affect changes within infrastructures. 
This latter feature allows agents to leverage specialized 
functionality to enhance simulations.  

Three important characteristics of our architecture are 
its flexibility, scalability, and extensibility. Our 
architecture is flexible in that it allows the ‘plug and play’  
of different models of the same infrastructure for a given 
region. Our architecture is scalable in that multiple models 
of the same infrastructure type (e.g., models of adjacent 
transportation systems) may simultaneously participate in 
a single simulation. Our architecture is extensible in that 
new infrastructure model types may be easily incorporated 
into the simulation environment. 
 
4. Example results 
 

In this section we provide a demonstration of our 
simulation environment. We begin by discussing the 
critical infrastructure models in question. This example 
simulation contains four critical infrastructures for a 
fictional town: gas distribution, electrical power 
transmission and distribution, telecommunications, and 
transportation (see Figure 2 through Figure 5). 

 
 

  

Figure 2. Gas distribution Figure 3. Electrical power  

 
 
 
 

  



Figure 4. Telecommunications 

Figure 5. Transportation 

The land area for the region in question is roughly four 
square miles. However, we have successfully conducted 
simulations on regions with land area well in excess of 
500 square miles. In fact, our simulation environment 
operates independent of region size. Furthermore, as in 
this example, it is not a requirement that the infrastructure 
models completely overlap one another. Infrastructure 
models may overlap very little, if at all.  

For simplicity in presentation, we further scope the 
example simulations by focusing our simulation on an 
area roughly eight city blocks in size and limit the number 
of infrastructures to two: gas and electric power. Figure 6 
through Figure 9 contain four screen captures of the 
example simulation. While both the electric power and 
gas distribution infrastructures are visualized in all four 
screen shots, we have configured the GIS display to depict 

the electric power impacts and gas distribution impacts 
separately. Thus, Figure 6 and Figure 7 are time 
sequenced visualizations of changes to the electric power 
infrastructure while Figure 8 and Figure 9 are time 
sequenced visualizations of changes to the gas distribution 
infrastructure. 

The type of simulation presented in this example is a 
predictive (i.e., “what-if” ) analysis. To begin the 
simulation, the end user selects and disables a feature of 
interest. Figure 6 identifies this feature as a small segment 
of the power distribution network. Once disabled, the 
feature is highlighted through color change and increased 
thickness. This change to the infrastructure, which is part 
of the agent environment, is sensed by the agent 
community. The agent community reasons that 
downstream power distribution might be affected and thus 
requests the GIS network analysis support to analyze the 
downstream impacts. These downstream impacts are 
accepted and rendered (see Figure 7 ).  

 

Figure 6. Disabled electrical segment Figure 7. Downstream electrical disruption

 

Figure 8. Initial gas disruption Figure 9. Downstream gas disruption



At the same time, the agent community reasons that 
disabling that same initial power distribution feature may 
also impact gas distribution infrastructure due to a nearby 
electric powered gas pump. Thus, the agent community 
affects the gas infrastructure by disabling the gas pump. 
Once the gas pump is disabled the agent community 
reasons that downstream gas distribution may be affected 
and requests the GIS network analysis support to analyze 
downstream impacts. These downstream impacts are 
accepted and rendered (see Figure 8). The agent 
community further reasons that downstream power 
disruptions, as depicted in Figure 7, impact additional gas 
distribution due to cross-infrastructure dependencies. As a 
result, additional segments of the gas distribution 
infrastructure are disabled and subsequent analyses 
renders downstream effects as shown in Figure 9. Thus, 
disabling a small segment of the electric power 
infrastructure has left a small region without power, but an 
even larger region without gas. Such a conclusion may not 
be easily predicted without the aid of proper modeling and 
simulation support. 
 
5. Summary and future work 
 

Protecting critical infrastructures remains a difficult 
open problem, in part due to the multitude of complex 
interdependencies that exists among infrastructures. Our 
research is helping to address the crucial and daunting 
task of infrastructure protection by developing innovative 
infrastructure modeling approaches in order to help 
identify and understand vulnerabilities. In this paper, we 
presented the initial results of our approach, which utilizes 
communities of intelligent software agents to model and 
simulate cross-infrastructure dependencies. We 
demonstrated, by way of an example, that the behavior of 
critical infrastructures may be better understood through 
multi-infrastructure simulations. 

We have identified several areas of future work based 
upon the initial research presented here. First, we are 
expanding our environment to support discovery-based 
analyses such as constraint-based conformance analyses to 
identify inconsistencies within and across infrastructure 
models and their representations. Furthermore, we plan to 
investigate additional discovery-based analyses including: 
i) case-based reasoning, which can extract meta-
knowledge from simulation execution, and  ii) spatial 
inference analysis, which draws upon the correlation, or 
even causal relationship, between land use patterns for an 
area and the spatial patterns of infrastructure networks.   

A second area of future work is to incorporate 
probabilistic representations of infrastructure 
dependencies and failures, where the fuzzy effects of 
probabilistic events will require agents to use more 
complex reasoning processes. We also plan to scale our 

approach to common cause failures, where multiple 
infrastructures are disabled because of a common cause. 
These studies will provide us a good understanding of the 
nature of cascading and escalating failures among critical 
infrastructures. In addition, we expect to use our work to 
study the possible organizations of agents, their 
communication protocols, and resource-bounded adaptive 
behavior.  

A third area of future investigation is the interface 
between our simulation models and decision-making or 
plan-making models that various government agencies and 
private organizations use in their practice of homeland 
security planning, emergency management, and counter-
terrorist drills. This requires an approach that brings 
together a broader spectrum of knowledge, skills, and 
expertise to study the policy impacts of critical 
infrastructure assessment, management, and planning. The 
outcome will be recommendations for developing sound 
support systems for critical infrastructure planning and 
management. 

Finally, ongoing research is required to validate not 
only the meta-knowledge that agents utilize, but also the 
methodology for representing, organizing, and reasoning 
about that knowledge. We believe that these studies will 
eventually lead to our long term goal of better protecting 
critical infrastructures. 
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